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Al-generated content (AIGC) methods aim to produce text, images, videos, 3D assets, and other media using Al algorithms. Due to its wide range of applications
and the demonstrated potential of recent works, AIGC developments have been attracting lots of attention recently, and AIGC methods have been developed for
various data modalities, such as image, video, text, 3D shape (as voxels, point clouds, meshes, and neural implicit fields), 3D scene, 3D human avatar (body and
head), 3D motion, and audio — each presenting different characteristics and challenges. Furthermore, there have also been many significant developments in
cross-modality AIGC methods, where generative methods can receive conditioning input in one modality and produce outputs in another. Examples include going
from various modalities to image, video, 3D shape, 3D scene, 3D avatar (body and head), 3D motion (skeleton and avatar), and audio modalities. In this paper, we
provide a comprehensive review of AIGC methods across different data modalities, including both single-modality and cross-modality methods, highlighting the
various challenges, representative works, and recent technical directions in each setting. We also survey the representative datasets throughout the modalities,
and present comparative results for various modalities. Moreover, we also discuss the challenges and potential future research directions.
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1 INTRODUCTION

Amidst the rapid advancement of artificial intelligence (AI), the development of content generation techniques stands out as one of the most
captivating and widely discussed topics in the field. Al-generated content (AIGC) encompasses the production of text, images, videos, 3D
assets, and other media through Al algorithms, which enables automation of the content creation process. Such automation facilitated by
AIGC significantly reduces the need for human labor and lowers the costs of content creation, fundamentally reshaping industries such as
advertising [148, 234, 673], education [33, 525, 793], code development [101, 112, 581], and entertainment [105, 497, 517].

In the earlier days of AIGC, developments and approaches mainly
involved a single modality, where the inputs (if any) and outputs

a
of the generation model both share the same modality. The sem- — 39 o
inal work [218] by Goodfellow et al. first introduced Generative = -

a)

Adversarial Networks (GANs) that were in principle capable of
training deep neural networks to generate images that were diffi-
cult to be distinguished from images in the training dataset. This
demonstration of generative capabilities by deep neural networks
led to extensive developments on single-modality generation for b)

2019 2020 2021 2022 2023 (until Aug)

images [218, 260, 338], as well as various other modalities, such as g
videos [666, 684], text [63, 532, 533], 3D shapes (as voxels [558, 723], text-to-video

point clouds [6, 757], meshes [608, 672] and neural implicit fields

[115, 496]), 3D scenes [458, 473], 3D avatars (full bodies [110, 803]

and heads [271, 771]), 3D motions [265, 529], audio [311, 487], and ST f— o

so on. Moreover, such developments have continued consistently 2019 2020 2021 2022 2023 (until Aug)

over the years, where the number of works published in the field ev- _ ) . .

. X Fig. 1. General trend of the number of papers published regarding a) single-
ery year has been steadily increasing over the past years, as shown modality and b) cross-modality generation/editing every year over the past five
in Fig. 1(a). Although generative models for each modality share years in six top conferences (CVPR, ICCV, ECCV, NeurIPS, ICML, and ICLR). a)
some similar approaches and principles, they also encounter unique There is an increasing trend over the years for AIGC papers published regarding
challenges. Consequently, the methods and designs for generative image, video and 3D (shape, human and scene) generation for a single modality.

. . . b) There is an observable spike over the last 2 years for papers published regarding
models of each modality are specially dedicated to address these cross-modality (text-to-image, text-to-video and text-to-3D) generation.
distinct challenges.
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Fig. 2. Taxonomy of a) single-modality AIGC methods and b) cross-modality AIGC methods in this survey.

Recently, there has also been a rapid development of AIGC involving multiple modalities, where the input and output modalities differ.
This cross-combination of modalities grants users greater control over what outputs to generate, e.g., generating desired images with input
text descriptions, or generating a personalized 3D human avatar from RGB images or videos. However, such cross-modality methods are
generally more challenging to train as there can be a large gap between the representations of different modalities. Moreover, they often
require larger datasets that include paired data from multiple modalities in order to effectively capture the diverse relationships between
them. Notably, recent works such as Stable Diffusion [561], Make-A-Video [605], and DreamFusion [520] have further demonstrated the
impressive capabilities of AIGC in receiving text prompts and delivering remarkable outputs in various modalities that can rival human
craftsmanship, which have inspired a large increase in the number of works in the field, as shown in Fig. 1(b). These recent advancements
exhibit the potential of AIGC in various modalities, while simultaneously also opens new and exciting avenues for cross-modality content
generation.

Therefore, recognizing the diverse nature of generative models across different modalities and the timely significance of cross-modality
generation in light of recent advances, we review existing AIGC methods from this perspective. Specifically, we comprehensively review the
single-modality methods across a broad range of modalities, while also reviewing the latest cross-modality methods which lay the foundation
for future works. We discuss the challenges in each modality and setting, as well as the representative works and recent technical directions.
The main contributions are summarized as follows:

o To the best of our knowledge, this is the first survey paper that comprehensively reviews AIGC methods from the perspective of
modalities, including: image, video, text, 3D shape (as voxels, point clouds, meshes and neural implicit fields), 3D scene, 3D avatar (full
human and head), 3D motion, and audio modality. Since we focus on modalities, we further categorize the settings in each modality
based on the input conditioning information.

o We comprehensively review the cross-modality AIGC methods, including cross-modality image, video, 3D shape, 3D scene, 3D avatar
(full body and head), 3D motion (skeleton and avatar), and audio generation.

e We focus on reviewing the most recent and advanced AIGC methods to provide readers with the state-of-the-art approaches.

The paper is organized as follows. First, we compare our survey with existing works. Next, we introduce the generative models involving
a single modality, by introducing each modality separately. Since we focus on modalities, we further categorize the methods in each modality
according to whether they are an unconditional approach (where no constraints are provided regarding what images to generate), or
according to the type of conditioning information required. A taxonomy of these single-modality methods can be found in Fig. 2(a). Then, we
introduce the cross-modality AIGC approaches, and a taxonomy for these methods can be found in Fig. 2(b). Next, we survey the datasets and
benchmarks throughout various modalities. Lastly, we discuss the challenges of existing AIGC methods and possible future directions.
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2 COMPARISON WITH EXISTING SURVEYS

Due to the importance and popularity of AIGC, there have been several previous attempts at surveying AIGC from various perspectives. Wu
et al. [714] surveyed the pros and cons of AIGC as a whole, as well as some potential challenges and applications. A few works [542, 761, 796]
discuss specifically about ChatGPT and large language models and their potential impacts and challenges. Gozalo et al. [219] introduce a few
selected works across several modalities. Xu et al. [736] surveys the AIGC works in the context of mobile and cloud computing. Abdollahzadeh
et al. [4] focus on generative techniques using less data. Several works [75, 798, 825] focus mainly on surveying image and text generation
methods. Wang et al. [700] discuss the security, privacy and ethical issues of AIGC, as well as some solutions to these issues.

Differently, we discuss AIGC over a broad range of modalities, for many single-modality settings as well as for many cross-modality
settings. We introduce the unique challenges, representative works and technical directions of various settings and tasks within a broad
range of single-modality and cross-modality scenarios. We organize and catalog these single-modality and cross-modality settings according
to their generated output, as well as their conditioning input, in a unified consistency. Furthermore, we provide standardized comparisons
and tables of results for AIGC methods throughout many modalities, which is much more extensive than previous works.

3 IMAGE MODALITY

The image modality was the earliest to undergo developments for deep generative modeling, and often forms the test bed for many foundational
techniques such as Generative Adversarial Networks (GANSs), Variational Auto-Encoders (VAEs), Normalizing Flows (NFs) and Denoising
Diffusion Models (DMs). This is due to several reasons, including the ready availability of image data, the relative simplicity of images
compared to other modalities (e.g., videos or 3D data), and the ease and efficiency of modeling the grid-like RGB data with Convolutional
Neural Networks (CNNs).

Initial attempts at image generation with deep learning faced a myriad of difficulties. For instance, many methods faced training instability,
which is particularly evident in GANs with the risk of mode collapse. Additionally, modeling long-range dependencies and efficiently scaling
up image resolution posed significant difficulties. Besides, generating diverse images was also challenging. However, the progress over the
years have mostly overcome these issues, making it relatively easy to train image generation models to produce diverse and high-quality
images that are often difficult to tell apart from real images with the naked eye. Below, we first discuss the unconditional methods, followed
by the conditional methods where various constraints are applied to the generation process.

3.1 Unconditional Image Generation

We discuss the representative methods for uncon- Table 1. Comparison between the quality of images generated by various deep generative models. Results are reported on CIFAR-10
L i K (32 % 32) [345), ImageNet (128 X 128) [568], LSUN Cat and Bedroom (256 X 256)[781], CelebA-HQ (1024 x 1024) [317], FFHQ (1024 X 1024)
ditional image generation. In general, these uncon-  [3,0] datasets. We report the Fréchet Inception Distance (FID) metric [256] for all datasets and the Negative Log-Likelihood (NLL) metric

. - (measured in terms of bits/dimension) for CIFAR-10, where lower is better for both metrics. FID measures the similarity between real and
ditional methods are the fundamental techniques generated images, while NLL measures the ability of the generative model to represent the data distribution.
behind image generation which seek to improve

. . P .1 CIFAR-10 LSUN Cat LSUN Bedroom CelebA-HQ FFHQ
quality of generated images, training stability and Type Method Ep)  NLLl)  FID() D) FD() . FID()
efficiency. As these methods tend to be funda- DCGAN [531] i1

: : WGAN-GP [228] 36.40 - - - -
mental improvements, they are often applicable ProGAN [317] Tos i 75 o34 230 s
to conditional generation as well, with only minor SNGAN [463] 217 - - - - -

. . . i StyleGAN [320] - - 853 - 5.17 4.40
modifications. Below, we split the methods into SAGAN [799] B , B . .

. . . BigGAN [61] 1473 - - - - -
four categories: Generative Adversarial Networks GANs St,quANz 1321] 114 . 693 . . 284
P _ StyleGANS-T [319] R - - - - 279
(GANSs), Variational Autoencoders (VAEs), Normal GANstormer [251] . : : o : bt
izing Flows (NFs) and Denoising Diffusion Models Tral;lsGrl?? [;031 926 - - - ess oar
T [818 - - - - .83 .3
(DMs). Tab. 1 shows a summary and comparison VITGAN [356] 6.66 : . . . _
. . StyleSwin [795] - - - - 443 5.07
of the representative methods in each category. -
. . VAE [338] - <454
Generative Adversarial Networks (GANs) VLAE [111] - <295
. s IAF-VAE [337] - <311
have been a very popular choice for image gen- Conv Draw [221] , =358
eration since their introduction by Goodfellow et o : Sae
al. [218]. GANSs are trained in an adversarial man- NVAE [670] 2349 <291
ner, where a generator generates synthetic images NilcE[l[bl] : - 448
RealNVP [162 - 3.49
and gets gradient updates from a discriminator that Glow [336] 469 335
. . . . i-Re t [43 65.01 3.45
tries to determine if the images are real or fake. One NFs R - o
major drawback of GANs is their instability dur- Residual Flow [103] 4637 328
Flow++ [259] - 3.08
ing training, and the tendency for mode collapse DenseFlow [220] 3490 298
to occur, where the generators stick to generating Dot [[jj;’]l o sam - - 450
only one or a limited set of images. Since the intro- NCSNv2 [625] 1087 -
. . Improved DDPM [478] 1147 <294
duction of GANs [218], many improvements have As VDM [335] 400 <265
. Score SDE (NCSN-++) [626] 2.20 -
been proposed [577], and here we discuss some of ScoreSDE (DDPM) [626] 292 <299
the representative methods LSGM (balanced) [671] 217 <295
EDM [318] 1.97
Many prominent approaches improve the archi- Consistency Distillation [622] 293 - 881 522

tecture and design of the generator and discriminator, which are important for smoothly generating high-resolution images. DCGAN [531] is
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a generative model with a deep convolutional structure, which follows a set of proposed architectural guidelines for better stability. ProGAN
[317] proposes a training methodology for GANs where both the generator and discriminator are progressively grown, which improves
quality, stability and variation of outputs. BigGAN [61] explores large-scale training of GANs and proposes a suite of tricks to improve the
generator and discriminator. SAGAN [799] proposes a self-attention module to model long range, multi-level dependencies across image
regions. StyleGAN [320] proposes a generator architecture that allows it to learn to separate high-level attributes in the generated images,
which gives users more control over the generated image. StyleGAN2 [321] re-designs the generator of StyleGAN and proposes an alternative
to progressive growing [317], leading to significant quality improvements. Subsequently, StyleGAN3 [319] proposes small architectural
changes to tackle aliasing and obtain a rotation equivariant generator. More recently, several works explore Transformer architectures
[680] for GANs. GANsformer [284] explores an architecture combining bipartite attention with convolutions, which enables long-range
interactions across the image. TransGAN [303] explores a pure transformer-based architecture for GANs. VITGAN [356] integrates the Vision
Transformer (ViT) architecture [165] into GANs. HiT [818] improves the scaling of its Transformer architecture, allowing it to synthesize
high definition images. StyleSwin [795] proposes to leverage Swin Transformers [408] in a style-based architecture, which is scalable and
produces high-quality images.

Another line of work focuses on exploring GAN loss functions, hyperparameters and regularization. InfoGAN [108] aims to maximize
the mutual information. LSGAN [437] explores the least squares loss function. EBGAN [817] views the discriminator as an energy function
which is trained via an absolute deviation loss with margin. WGANS [24] minimizes an efficient approximation of the Earth Mover’s distance,
and is further improved in WGAN-GP [228] with a gradient penalty. BEGAN [46] proposes a loss based on the Wasserstein distance for
training auto-encoder based GANs such as EGGAN [817]. SNGAN [463] proposes spectral normalization to stabilize training. Other works
[418, 450] discuss regularization strategies and hyperparameter choices for training GANSs.

Variational Autoencoders (VAEs) [338, 554] are a variational Bayesian approach to image generation, which learn to encode images
to a probabilistic latent space and reconstruct images from that latent space. Then, new images can be generated by sampling from the
probabilistic latent space to produce images. VAEs are generally more stable to train than GANSs, but struggle to achieve high resolutions and
tend to display blurry artifacts.

Many works have been proposed to improve VAEs, especially the quality of generated images. IWAE [64] explores a strictly tighter
log-likelihood lower bound that is derived from importance weighting. VLAE [111] proposes to learn global representations by combining
VAEs with neural autoregressive models. Conv Draw [221] adopts a hierarchical latent space and a fully convolutional architecture for better
compression of high-level concepts. PixelVAE [229] proposes to use an autoregressive decoder based on PixelCNN [676]. f-VAE [257] aims to
discover interpretable and factorised latent representations from unsupervised training with raw image data, which is further improved in
[65]. WAE [657] uses a loss based on the Wasserstein distance between the model and target distributions. VampPrior [658] introduces a new
type of prior consisting of a mixture distribution. VQ-VAE [677] learns discrete latent representations by incorporating ideas from vector
quantisation into VAEs. VQ-VAE 2 [544] scales and enhances the autoregressive priors used in VQ-VAE, which generates higher quality
samples. §-VAE [543] prevents posterior collapse that can come with the use of a powerful autoregressive decoder, to ensure meaningful
training of the encoder. RAE [212] proposes regularization schemes and an ex-post density estimation scheme. NVAE [670] proposes a deep
hierarchical VAE with a carefully designed network architecture.

Normalizing Flows (NFs) [161, 553, 640, 641] transform a simple probability distribution into a richer and more complex distribution
(e.g., image data distribution) via a series of invertible and differentiable transformations. After learning the data distribution, images can be
generated by sampling from the initial density and applying the learned transformations. NFs hold the advantage of being able to produce
tractable distributions due to their invertibility, which allows for efficient image sampling and exact likelihood evaluation. However, it can be
difficult for NFs to achieve high resolutions and high image quality.

Rezende et al. [553] use NFs for variational inference and also develop categories of finite and infinitesimal flows. NICE [161] proposes to
learn complex non-linear transformations via deep neural networks. IAF [337] proposes a new type of autoregressive NF that scales well to
high-dimensional latent spaces. ReaNVP [162] defines a class of invertible functions with tractable Jacobian determinant, by making the
Jacobian triangular. MNF [417] introduces multiplicative NFs for variational inference with Bayesian neural networks. SNF [675] proposes to
use Sylvester’s determinant identity to remove the single-unit bottleneck from planar flows [553] to improve flexibility. Glow [336] defines a
generative flow using an invertible 1 X 1 convolution. Emerging convolutions [274] generalize it to invertible d X d convolutions, which
significantly improves the generative flow model. Neural ODEs [104] introduced continuous normalizing flows, which is extended in FFJORD
[709] with an unbiased stochastic estimator of the likelihood that allows completely unrestricted architectures. i-Resnets [43] introduce a
variant of ResNet [247] with a different normalization scheme that is invertible, and use them to define a NF for image generation. Some
other recent advancements in NF methods include Flow++ [259], Residual Flow [103], Neural Flows [48], DenseFlow [220] and Rectified Flow
[406] which further improve the quality of the generated image.

Denoising Diffusion Models (DMs) [260, 617] generate images by iteratively “denoising” random noise to produce an image from
the desired data distribution. Such an approach can also be seen as estimating the gradients (i.e., score function) of the data distribution
[624]. DMs have become very popular recently as they tend to be more stable during training and avoid issues like mode collapse of GANs.
Furthermore, DMs also tend to produce high-quality samples and scale well to higher resolutions, while also being able to sample diverse
images. However, due to their iterative approach, DMs may require longer training and inference times as compared to other generative
models.

DDPM [260] designs a denoising diffusion probabilistic model which builds upon diffusion probabilistic models [617] and incorporates
the ideas of denoising over multiple steps from NCSN [624]. NCSN v2 [625] introduces a way to scale noise at each step for more effective
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score-based modeling, which leads to improvements in image quality. Score-SDE [626] proposes a stochastic differential equation (SDE)
to gradually remove the noise, and use numerical SDE solvers to generate image samples. DDIM [620] significantly improves efficiency
by accelerating the sampling process, introducing a class of iterative implicit probabilistic models that can use significantly less sampling
steps. Improved DDPM [478] proposes to learn the variance used in the reverse process and design a cosine noise schedule to improve
upon DDPM [260]. D3PM [28] explores discrete diffusion models for quantized images, which generalizes the Multinomial diffusion model
[272]. Analytic-DPM [37] presents the analytic forms of both the optimal reverse variance and the corresponding optimal KL divergence
of a DM, and uses it to propose a training-free inference framework that improves the efficiency of a pre-trained DM. Karras et al. [318]
investigate the sampling processes and the networks’ inputs, outputs and loss functions, which enable significant improvements in quality
of synthesized image. Progressive Distillation [578] reduces the sampling time of DMs by progressively distilling a pre-trained DM into a
smaller model requiring less steps. DDSS [706] treats the design of fast diffusion model samplers as a differentiable optimization problem, and
finds fast samplers that improve the image quality and sampling efficiency. Besides, some works explore combining multiple DMs for better
performance, e.g., Cascaded DMs [261] or Composable DMs [400].

Another line of work investigates integrating DMs with ideas from other types of generative models. VDMs [335] propose variational
diffusion models which optimize the diffusion process parameters jointly with the rest of the model, which makes it a type of VAE. LSGM
[671] leverages a VAE framework to map the image data into latent space, before applying a score-based generative model in the latent
space. Denoising Diffusion GANs [728] models the denoising distributions with conditional GANS, achieving speed-up compared to current
diffusion models while outperforming GANSs in terms of sample diversity. DiffFlow [810] is proposed to extend NFs by adding noise to the
sampling trajectories, while also making the forward diffusion process trainable. ScoreFlow [623] proposes to train score-based diffusion
models with maximum likelihood training (often used for training continuous NFs [104, 709]) to achieve better likelihood values. Consistency
models [622] have been proposed as a new family of models to directly generate images from noise in a single step, which borrows ideas
from both DMs [318] and NF-based models [48, 104].

3.2 Conditional Image Generation

In order to control the content of the generated image, various types of Conditional Image Settings for Conditional

ey . . . . . . Inputs N N
conditioning information can be provided as input to the generative models. Generation Model Image Generation

Class Information
Below, we first discuss the methods that generate images based on class “Malamute”  — _’E Class-conditional Generation

information, which is one of the basic ways to control the generated content. ;n_c;;n_p];(;]r;.;;;‘_(j_:
Then, we discuss the usage of input images as conditioning information = --------------------
(for image inpainting or image-to-image translation), as well as with user

inputs. A summary of these settings is shown in Fig. 3. Note that, the User Interactions —» __, [ 'mage Editing with User
conditioning with other modalities (e.g., text) have been left to Sec. 12. Image m — ® Interactions

Class-conditional Generation aims to produce images containing
the specified class by conditioning the generative model on the class labels  Fig. 3. Illustration of various conditional image generation settings. Ex-
(e.g., “dog” or “cat”), and is one of the basic approaches for conditional amples obtained from [262, 492, 570, 782].
image generation. Below we discuss some representative works, including
some fundamental developments in conditional generation.

Conditional GANs (cGANs) [459] are the first to extend GANs [218] to a conditional setting, where both the generator and discriminator
are conditioned on additional information (e.g., class labels that are encoded as one-hot vectors). AC-GAN [483] introduces an auxiliary
classifier to add more structure to the GAN latent space, which is improved in [464] with a projection to improve the diversity of the
generated samples for each class. PPGN [472] aims to generate images at test time according to a replaceable condition classifier network in a
plug-and-play manner. Conditional Instance Normalization [168] and CBN [145] propose conditional normalization mechanisms as a way to
modulate the intermediate feature representations based on the conditioning information. MSGAN [434] aims to mitigate the mode collapse
issue for cGANS. Score-SDE [626] explores a score-based generative approach for conditional generation, where the conditional reverse-time
SDE can be estimated from unconditional scores. To guide the DM’s generation process, classifier guided diffusion sampling [154] proposes
to use the gradients of a pre-trained image classifier. To remove the need for a classifier, classifier-free guided sampling [262] is proposed
as a way to train a conditional and unconditional model by training with the class information as inputs and randomly dropping the class
information during training, which provides control over the generation process. Self-guided Diffusion Models [276] aim to eliminate the
need for labeled image data by creating self-annotations with a self-supervised feature extractor. Meng et al. [447] introduce a distillation
approach to distill classifier-guided classifier-free guided DMs to obtain models that are more efficient to sample from.

Image Inpainting is where a model takes as input an image that is incomplete in some way (e.g., missing pixels), and tries to complete the
image. Many approaches are designed to better leverage the context surrounding the missing patch, and to handle patches of various shapes.

Pathak et al. [501] are the first to adopt GANs for image inpainting, and introduce a Context Encoder to generate the contents of a region
based on the surrounding context. lizuka et al. [290] propose to use a combination of global and local context discriminators to complete the
image with better local and global consistency. Shift-Net [752] aims to use the encoder features of the known regions in the missing regions,
and introduces a shift-connection layer to its model architecture for feature rearrangement. Yu et al. [782] present a contextual attention layer
with channel-wise weights to encourage coherency between the existing and generated pixels. Partial Convolutions [392] are convolutions
that are masked and renormalized such that the convolutional results depend only on the non-missing regions. Gate Convolutions [783]
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learn a dynamic feature gating mechanism which performs well when the missing regions have arbitrary shapes, i.e., free-form inpainting.
LaMa [638] uses fast Fourier convolutions which have an image-wide receptive field for effectively inpainting large masks. Repaint [419]
proposes a DM for inpainting, which leverages a pre-trained unconditional DM and does not require training on the inpainting task itself,
allowing it to generalize to any mask shape given during testing while having powerful semantic generation capabilities.

Image-to-Image translation between different visual domains is an important task, where a generative model takes an image as
input and produces an image belonging to another domain. Some popular applications include style transfer (e.g., sketch to photo, day to night,
summer to winter, between artistic styles, synthetic to real), pose transfer (e.g., modifying a human to have a given pose), attribute transfer
(e.g., dog to cat, dog breed translation), colorization (e.g., RGB from grayscale images or depth images), etc. While these applications are
very different, they generally can be tackled with similar approaches (as introduced below), but with the image data from the corresponding
domains. In general, works in this direction aim to learn without the strong constraint of requiring paired images from both domains, while
also improving the diversity of generated images while preserving key attributes.

Pix2Pix [292] investigates using cGANS [459] to tackle image-to-image translation problems in a common framework. CycleGAN [832]
designs an algorithm that can translate between image domains without paired examples between domains in the training data, through
training with a cycle consistency loss. UNIT [398] also tackles the case where no paired examples exist between domains, and approaches
the task by enforcing a shared VAE latent space between domains with an adversarial training objective. DiscoGAN [332] aims to discover
cross-domain relations when given unpaired data, and can transfer styles while preserving key attributes in the output image. BicycleGAN
[833] encourages the connection between output and the latent code to be invertible, which helps prevent mode collapse and produces more
diverse results for image-to-image translation. DRIT [353] proposes to generate diverse outputs with unpaired training data via disentangling
the latent space into a domain-invariant content space and a domain-specific attribute space, together with a cross-cycle consistency loss.
Concurrently, MUNIT [281] also aims to produce diverse image-to-image translation outputs with unpaired training data, achieving this by
encoding content codes and style codes separately and sampling different style codes to generate diverse images. StarGAN [120] explores
handling more than two domains with a single model by introducing the target domain label as an input to the model, such that users can
control the translation of the image into the desired domain. StarGAN v2[121] further improves upon StarGAN, enabling it to generate more
diverse images. FUNIT [399] explores the few-shot setting, where only a few images of the target class are needed at test time. Recently,
Palette [570] adopts a DM for image-to-image translation which achieves good performance.

Image editing and manipulation with user interaction aims to control the image synthesis process via human input (e.g., scribbles
and sketches). Methods in this category explore different ways to incorporate user inputs into deep image generation pipelines.

Zhu et al. [831] explore manipulating the image’s shape and colour through the users’ scribbles, and relies on the learned manifold of
natural images in GANs to constrain the generated image to lie on the learned manifold, i.e., a GAN inversion approach. Image2StyleGAN++
[3] also adopts a GAN inversion approach for image editing based on the Image2StyleGAN [2] latent space embedding framework, and
introduces local embeddings to enable local edits. SketchyGAN [106] aims to synthesize images from many diverse class categories given a
sketch. Ghosh et al. [211] also use a single model to generate a wide range of object classes, and introduce a feedback loop where the user can
interactively edit the sketch based on the network’s recommendations. Lee et al. [355] colorize a sketch based on a given colored reference
image. Paint2pix [607] explores a progressive image synthesis pipeline, which allows a user to progressively synthesize the images from
scratch via user interactions at each step. Recently, DragGAN [492] proposes to allow users to flexibly edit the image by dragging points of
the image toward target areas. A similar approach is adopted by DragDiffusion [597], but a DM is used instead.

Others. Various works also explore the conditional image generation process in other directions. Some works [44, 178, 389, 587, 592, 642]
take in human brain activity (e.g., fMRI signals) to generate the corresponding visual images. Another research direction involves layout
generation [83, 237, 310, 368, 819], where the layout of the room is generated conditioned on the given elements with user-specified attributes.

4 VIDEO MODALITY

Following the developments in image-based AIGC, there has also
been much attention on video-based AIGC, which has many appli-
cations in the advertising and entertainment industries. However,
video generation remains a very challenging task. Beyond the diffi-
culties in generating individual frames/images, the generated videos
must also be temporally consistent to ensure coherence between

Table 2. Comparison between representative video generative models. Results are reported on the UCF-
101 [627] and Sky Timelapse [730] datasets. We report the Fréchet Video Distance (FVD) evaluation metric
[668] based on the standardized implementation by [614] (lower is better), where FVD1¢ and FVD1,g refer to
evaluation of clips with 16 and 128 frames respectively. FVD measures the similarity between generated videos
and real videos. We also report the Inception Score (IS) [571, 577] on UCF-101, which measures the class diversity
over generated videos and how clearly each generated video corresponds to a class. Besides, we also report the
resolution (Res.) of each video frame for each evaluation result. An asterisk (*) indicates that methods were
trained on both training and testing videos of the dataset.

frames, which can be extremely challenging for longer videos. More-

UCF-101
FVDy6(1)

Sky Timelapse

Method ‘ Res ‘ 1S(7) FVDy25(]) | FVDi6(l)  FVDypg(l)

over, it can also be difficult to produce realistic motions. Besides,
due to the much larger size of the output, it is also challenging to
generate videos quickly and efficiently. We discuss some approaches
to overcome these challenges below, starting with the unconditional
methods.

4.1 Unconditional Video Generation

Here, we discuss the methods for unconditional generation of videos,
which generally aim to fundamentally improve the video generation

VGAN [684]

TGAN [571]
MoCoGAN [666]
MoCoGAN [666]
DVD-GAN [129]
MoCoGAN+SG2 [321, 614]
MoCoGAN-HD [655]
VideoGPT [750]
VideoGPT [750]
DIGAN [788]

DIGAN [788]

Video Diffusion* [263]
TATS [203]
StyleGAN-V* [614]
VideoFusion [423]
PVDM [787]

64X 64
64X64
64X64
256X 256
128128
256X256
256X 256
256X 256
128X128
128x128
256X256
64X64
128x128
256X256
128x128
256X 256

8.31+0.09
11.8540.07
12.42+0.07
10.09+0.30
32.97£1.7
15.26+0.95
23.39+1.48
12.61+0.33
24.69+0.30
29.71£0.53
23.16£1.13
57.00+0.62
57.63+0.24
23.94+0.73
72.22
74.40£1.25

2886.8 3679.0 206.6 575.9
1821.4
1729.6

2880.6

23113
2606.5

85.88
164.1
222.7

272.8
878.1

1630.2 2293.7 83.11 196.7

1431.0 17734 79.52 197.0

343.6 648.4 55.41 125.2
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quality, diversity and stability. They are mostly applicable to the conditional setting as well, with some modifications. Tab. 2 shows a summary
and comparison between some representative methods.

VGAN [684] proposes a GAN for video generation with a spatial-temporal convolutional architecture. TGAN [571] uses two separate
generators — a temporal generator to output a set of latent variables and an image generator that takes in these latent variables to produce
frames of the video, and adopts a WGAN [24] model for more stable training. MoCoGAN [666] learns to decompose motion and content by
utilizing both video and image discriminators, allowing it to generate videos with the same content and varying motion, and vice versa.
DVD-GAN [129] decomposes the discriminator into spatial and temporal components to improve efficiency. MoCoGAN-HD [655] improves
upon MoCoGAN by introducing a motion generator in the latent space and also a pre-trained and fixed image generator, which enables
generation of high-quality videos. VideoGPT [750] and Video VQ-VAE [688] both explore using VQ-VAE [677] to generate videos via discrete
latent variables. DIGAN [788] designs a dynamics-aware approach leveraging a neural implicit representation-based GAN [613] with temporal
dynamics. StyleGAN-V [614] also proposes a continuous-time video generator based on implicit neural representations, and is built upon
StyleGANZ2 [321]. Brooks et al. [62] aim to generate consistent and realistic long videos and generate videos in two stages: a low-resolution
generation stage and super-resolution stage. Video Diffusion [263] explores video generation through a DM with a video-based 3D U-Net
[128] architecture. Video LDM [53], PVDM [787] and VideoFusion [423] employ latent diffusion models (LDMs) for video generation, showing
a strong ability to generate coherent and long videos at high resolutions. Several recent works [203, 245, 774] also aim to improve the
generation of long videos.

4.2 Conditional Video Generation

In conditional video generation, users can control the content of the gen- nputs Conditional Video Settings for Conditional
erated video through various inputs. In this subsection, we investigate the Generation Model Video Generation
scenario where the input information can be a collection of video frames  Video clip rr. . . TE Video-to-video Synthesis
(i.e., including single images), or an input class. A summary of these settings ~ -------------------
is shown in Fig. 4. Prefix Frame(s) ﬂ —

Video-to-Video Synthesis aims to generate a video conditionedon ___________ |
an input video clip. There are many applications for this task, including ;';S:t':’;"n';";ztz — —»% Class-conditional Generation

motion transfer and synthetic-to-real synthesis. Most approaches identify
ways to transfer information (e.g., motion information) to the generated ) ) . ) o
. . .. . . . L. . Fig. 4. lllustration of various conditional video generation inputs. Exam-
video while maintaining consistency in other aspects (e.g., identities remain ples obtained from [84, 164, 475].
the same).

Vid2vid [697] learns a cGAN using paired input and output videos with a spatio-temporal learning objective to learn to map videos
from one visual domain to another. Chan et al. [84] extract the pose sequence from a subject and transfers it to a target subject, which
allows users to synthesize people dancing by transferring the motions from a dancer. Wang et al. [696] proposes a few-shot approach for
video-to-video synthesis which requires only a few videos of a new person to perform the transfer of motions between subjects. Mallya et al.
[431] aims to maintain 3D consistency in generated videos by condensing and storing the information of the 3D world as a 3D point cloud,
improving temporal coherence. LIA [702] approaches the video-to-video task without explicit structure representations, and achieve it purely
by manipulating the latent space of a GAN [218] for motion transfer.

Future Video Prediction is where a video generative model takes in some prefix frames (i.e., an image or video clip), and aim to generate
the future frames.

Srivastava et al. [628] proposes to learn video representations with LSTMs in an unsupervised manner via future prediction, which allows
it to generate future frames of a given input video clip. Walker et al. [687] adopts a conditional VAE-based approach for self-supervised
learning via future prediction, which can produce multiple predictions for an ambiguous future. Mathieu et al. [442] tackles the issue where
blurry predictions are obtained, by introducing an adversarial training approach, a multi-scale architecture, and an image gradient difference
loss function. PredNet [416] designs an architecture where only the deviations of predictions from early network layers are fed to subsequent
network layers, which learns better representations for motion prediction. VPN [312] is trained to estimate the joint distribution of the pixel
values in a video and models the factorization of the joint likelihood, which makes the computation of a video’s likelihood fully tractable.
SV2P [31] aims to provide effective stochastic multi-frame predictions for real-world videos via an approach based on stochastic inference.
MD-GAN [730] presents a GAN-based approach to generate realistic time-lapse videos given a photo, and produce the videos via a multi-stage
approach for more realistic modeling. Dorkenwald et al. [164] uses a conditional invertible neural network to map between the image and
video domain, allowing more control over the video synthesis task.

Class-conditional Generation aims to generate videos containing activities according to a given class label. A prominent example is the
action generation task, where action classes are fed into the video generative model.

CDNA [183] proposes an unsupervised approach for learning to generate the motion of physical objects while conditioned on the action
via pixel advection. PSGAN [755] leverages human pose as an intermediate representation to guide the generation of videos conditioned on
extracted pose from the input image and an action label. Kim et al. [334] adopts an unsupervised approach to train a model to detect the
keypoints of arbitrary objects, which are then used as pseudo-labels for learning the objects’ motions, enabling the generative model to be
applied to datasets without costly annotations of keypoints in the videos. GameGAN [331] trains a GAN to generate the next video frame of a
graphics game based on the key pressed by the agent. ImaGINator [699] introduces a spatio-temporal cGAN architecture that decomposes
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appearance and motion for better generation quality. Recently, LFDM [475] proposes a DM for temporal latent flow generation based on class
information, which is more efficient than generating in the pixel space.

Others. Some works [51, 52, 244] propose pipelines for users to interact with the video generation process, e.g., via pokes [51, 52] or
a user-specified trajectory [244]. Besides, Mahapatra and Kulkarni [428] aim toward controlling the animation of fluids from images via
various user inputs (e.g., arrows and masks), and build upon an animation technique [267] based on Eulerian Motion Fields.

5 TEXT MODALITY

Another field which has received a lot of attention is  Table 3. Comparison between recent representative text generative models. Results are reported on common sense reasoning
A . . . benchmarks BoolQ [130], WinoGrande [575], ARC easy and ARC challenge (ARC-e and ARC-c) [131], as well as closed book question

text generation, which has gained more widespread  answering benchmarks Natural Questions [349] and TriviaQA [309]. For all datasets, we report accuracy as the evaluation metric
interest with well-known chatbots such as ChatGPT. (higher is better). We report results for the fine-tuned setting where the preframed model is f‘me-n.m.ed on the dataset as a dgwnstream
task, and also the zero-shot setting where the model does not get any additional task-specific training. We also report the size of each

Text generation is a challenging task due to several — model i, number of parameters.
reasons. Initial approaches found it challenging to

. Setting Method Size BoolQ ‘WinoGrande ARC-e ARC-c NaturalQuestions TriviaQA
adopt generative methods such as GANs for text rep- ‘
. . . . h T5-Base [535] 223M 814 66.6 56.7 35.5 258 245
resentations which are discrete, which also led to is- Fine-tuncd T5-Large [535] 770M 854 79.1 68.8 355 27.6 295
ith .. bility. Tt is al hall . ine-tune Switch-Base [180] 7B - 733 613 3238 268 307
sues Wlt tralnlng Sta 1 1tY' t 1s also cha englng tO Switch-Large [180] 26B - 83.0 66.0 355 29.5 36.9
maintain coherence and consistently keep track of the GPT-3 [63] 1758 605 702 658 514 146 ,
P Gopher [534] 280B 79.3 70.1 - - 10.1 435
context over longer passages of text. Moreover, it is Chinchilla [264] 708 37 49 ) ) 166 S5t
difficult to apply deep generative models to generate Zero-shot PalM [123] 62B 84.8 77.0 75.2 52.5 18.1 -
. . PaLM [123] 540B 88.0 81.1 76.6 53.0 21.2
text that adhere to grammatical rules while also cap- LLaMA [659] B 765 70.1 728 416 - -
LLaMA [659] 33B 83.1 76.0 80.0 57.8 249 65.1

turing the intended tone, style and level of formality.

In general, text generation models are mostly trained and tested in the conditional setting, where the models produce text while
conditioned on a text input (e.g., input question, preceding text, or text to be translated). Therefore, we do not categorize based on conditional
or unconditional. Instead, we categorize the methods according to their generative techniques: VAEs, GANSs, and Autoregressive Transformers.
Tab. 3 reports the performance of some recent text generation methods.

VAEs. Bowman et al. [60] first explores a VAE-based approach for text generation, which overcomes the discrete representation of text by
learning a continuous latent representation through the VAE. Many subsequent works (e.g., Yang et al. [765], Semeniuta et al. [588], Xu et al.
[733], Dieng et al. [157]) have explored ways to improve the training stability and avoid the problem of KL collapse where the VAE’s latent
representation does not properly encode the input text. However, these methods generally still do not achieve high levels of performance,
stability and diversity.

GAN:s. Training text-based GANs poses a challenge due to the non-differentiability of the discrete text representation. Therefore, building
upon earlier works [365, 366] that learn to generate text via reinforcement learning (RL), many GAN-based approaches leverage RL to
overcome the differentiability issue. SeqGAN [785] adopts a policy gradient RL approach to train a GAN, where the real-or-fake prediction
score of the discriminator is used as a reward signal to train the generator. However, this approach faces considerable training instability.
Hence, several works focus on improving the design of the guidance signals from the discriminator (e.g., RankGAN [387], LeakGAN [233]),
improving the architecture design (e.g., TextGAN [814]), or exploring various training techniques (e.g., MaskGAN [179]). However, using
GAN:Ss for text generation has not been very successful, due to the instability of GANs in general, coupled with the complications brought by
the non-differentiability of the discrete text representations [66],

Autoregressive Transformers. GPT [532] proposes a generative pre-training approach to train a Transformer-based language model,
where a Transformer learns to autoregressively predict the next tokens during pre-training. GPT-2 [533] shows that GPT’s approach can be
effective in generating predictions for natural language processing tasks, even in a zero-shot setting. XLNet [764] is designed to enable learning
of bidirectional contexts during pretraining and is built upon the Transformer-XL [141] architecture. BART [359] presents a bidirectional
encoder with an autoregressive decoder, enabling pre-training with an arbitrary corruption of the original text. T5 [535] proposes to treat
every text processing task as a text generation task and investigates the transfer learning capabilities of the model in such a setting. GPT-3
[63] significantly scales up the size of language models, showing large improvements overall, and achieving good performance even in
few-shot and zero-shot settings. Notably, the ChatGPT chatbot is mainly based on GPT-3, but with further fine-tuning via reinforcement
learning from human feedback (RLHF) as performed in InstructGPT [491]. Gopher [534] investigates the scaling of Transformer-based
language models (up to a 280 billion parameter model) by evaluating across many tasks. The training of Chinchilla [264] is based on an
estimated compute-optimal frontier, where a better performance is achieved when the model is 4 times smaller than Gopher, while training
on 4 times more data. PaLM [123] proposes a large and densely activated language model, which is trained using Pathways [39], allowing for
efficient training across TPU pods. Switch Transformer [180] is a model with a large number of parameters, yet is sparsely activated due to
its Mixture of Experts design where different parameters are activated for each input sample. LLaMa [659] is trained by only using publicly
available data, making it compatible with open-sourcing, and it is also efficient, outperforming GPT-3 on many benchmarks despite being
much smaller. LLama2 [660] is further fine-tuned and optimized for dialogue use cases.

Diffusion Models. Several works also explore adopting DMs to generate text, which holds the advantage of generating more diverse text
samples, Diffusion-LM [377] introduces a diffusion-based approach for text generation, which denoises random noise into word vectors in a
non-autoregressive manner. DiffuSeq [217] also adopts a diffusion model for text generation, which shows high diversity during generation.
GENIE [391] proposes a pre-training framework to pre-train the language model, generating text of high quality and diversity.
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6 3D SHAPES MODALITY

Another important and rapidly advancing field is 3D shape generation, which aims to generate
novel 3D shapes and objects. The ability to swiftly generate 3D assets can be very useful,
particularly in sectors like manufacturing and entertainment, where it aids in rapid prototyping
and design exploration. Notably, when generating 3D shapes, users can choose to generate
the 3D shape in various 3D representations: voxel, point cloud, mesh, or neural implicit fields,
where each 3D representation generally adopts different settings and backbones, and each
have their own characteristics, advantages and disadvantages. A visualization of the various
3D representations is shown in Fig. 5. In practice, for many tasks a specific representation
can be more suited than the other, where considerations can include the memory efficiency,
ease of handling the representation, and the cost of obtaining supervision signals. Below, we
further categorize the 3D shape generation methods based on the generated output 3D data
representation of each method. Tab. 4 reports the performance of some representative 3D shape

methods.

6.1 Voxels

The voxel representation is a natural extension of the
2D image pixel representation into 3D, where the 3D
space is divided into grids and each voxel stores some
values (e.g., occupancy [723] or signed distance values
[139, 462]). As the voxel representation is the natural
extension of the 2D pixel space, they can conveniently
be processed with 3D CNNs, which is why earlier 3D
generative works [715, 723] tend to leverage the voxel
representation. However, generation via the 3D voxel
representation can be computationally costly with
poor memory efficiency, due to the cubic growth of
the volume with increasing resolution.

3D ShapeNet [723] explores using 3D voxel grids
to represent 3D shapes which allows for 3D shape
completion, and introduces ModelNet (a large dataset
with 3D CAD models) to train it. 3D-GAN [715] pro-
poses to leverage GANs to model and generate 3D
objects, and designs a 3D GAN architecture to pro-
duce objects in a 3D voxel representation. VSL [403]
designs a hierarchical architecture which learns a hi-
erarchical representation of 3D objects, which allows
for improved generalization capabilities when used
across various tasks. PlatonicGAN [253] aims to train
a 3D generative model from a collection of 2D im-
ages, by introducing a 2D discriminator and render-
ing layers that connect between the 3D generator and
2D discriminator. Several other works propose other
GAN-based approaches (e.g., G2L [692]) or VAE-based
approaches (e.g., GRASS [367] and SAGNet [724]) to
improve the quality of the generated voxel-based rep-
resentation.

AIGC for Various Data Modalities: A Survey « 9

iv) Neural Implicit Field

Fig. 5. Visualization of the Stanford Bunny as represented in (i)
voxel; (ii) point cloud; (iii) mesh; (iv) neural implicit field. Images
are obtained from (7, 71, 496, 563].

Table 4. Comparison between representative 3D shape generative models on the chair and airplane shapes from ShapeNet [91].
We report the Minimum Matching Distance (MMD) and Coverage (COV) scores [6] based on Earth Mover’s Distance (EMD) and Light
Field Descriptor (LFD) [96] and 1-Nearest Neighbour Accuracy (1-NNA) metric [415, 757] based on LFD. MMD is an indication of
the fidelity of the generated samples (lower is better), COV measures the coverage and diversity of the generated samples (higher is
better), while 1-NNA measures the similarity between the distribution of generated samples and the data distribution (lower is better).
On the other hand, EMD and LFD are different ways of computing distances for these metrics. Note that MMD (EMD) scores are
multiplied by 102. As there have been several different data pre-processing, post-processing approaches and implementations of the
evaluation metrics (which lead to varying results), we also indicate which protocol each of the reported results use. We denote each
protocol with a symbol, where each protocol comes from a specific paper, as follows: +[598], £[421], * [6], §[827], q[287], ** [672],
T1[424], §§[287], 99[199].

| Chair | Airplane
Type Method [ WMD) [ __COV(D [ TNNA() | _MMD() | Cov() | INNA(D)
[EMD LD [ EMD LD | EMD | EMD LD | EMD LD | EMD
Voxel 3D-GAN [715] " 91 - 24 -
3D-GAN [715] §§ - wes - 25.07
GRASS [367] 11 744 - 445 -
G2L [692] 19 682 - 834
SAGNet [724] 11 608 - 743 - - - - - -
Octree Transformer [287]§§ | - 2058 - 7647 - - 36t - 7305
-GAN [6] * 123 - 19.0
Point Cloud -GAN (F.M[DJ) 6" 69 . 57.1 . - - - -
PC-GAN [362] §§ - EIVER 7006 - - 3737 - 75
PC-GAN [362] sL4 - 2214 - 100.00 10 - 1384 - 9852
GCN-GAN [674] 213 - %00 - 95.30 1650 - 1862 - 98.60
Tree-GAN [600] 613 - 677 - 100.00 05 - 840 - 99.67
PointFlow [757] £ 1856 - 4338 - 6840 1090 - 4465 - 6936
ShapeGF [67] £ 1.8 - 4671 - 6269 w27 - a2 - 7051
Luo et al. [421] s - w2 - 9.06 w6l - 4547 - 75.12
-GAN [6] § - - - - 99.70 - - - - 96.79
1-GAN (EMD) [6] § - - - - 6465 - - - - 7691
PointFlow [757] § - - - - 6057 - - - - 7074
SoftFlow [329] § - - - - 6005 - - - - 65.80
DPF-Net [339] § - - - - 5853 - - - - 6555
ShapeGF [67) § - - - - 6548 - - - - 7617
Luo et al. [421] § - - - - 7477 - - - - 8691
PVD [527] § - - - - 5332 - - - - 64381
Luo et al. [421] ** - - - - 7496 - - - - 96.04
PVD [527 - - - - 57.90 - - - - 56.06
PointFlow [757] + 421 - we - 7474 167 - s - 6250
Luo et al. [421] 408 - 4L - 7666 164 - - 6337
PVD [827] 356 - sy - 5303 155 - 5396 - 5272
Tree-GAN [600] 11 9.02 S ass - 6204 104 - ss - 7178
ShapeGF [67] +1 853 - s - 5414 103 - ass - 71.20
PVD [827] 11 838 S ses2 - 5236 1429 - 319 - 8391
Luo et al. [421] 1 951 - wz - 6950 100 - 476 - 68351
SP-GAN [373] ++ 9.67 - s - 7585 103 - 4629 - 7042
Mesh SDM-NET [199] 11 0611 - 841 - - - - - -
LION [672] § - - - 5234 - - - - 53.70
LION [672] ** - - - - 1867 - - - - 53.84
SLIDE (centroid) [424] 11 | 849 S we - 5118 377 - a2 - 6581
SLIDE (random) [424] 1§ | 8.63 - s - 53.10 381 - - 6782
- - - - 5820 - - - 71.85
Neural Fields - 2893 - 75.44 3689 - 7033 -
- 2768 8208 - 3226 8158 -
361 - a3 - 5177 149 - s - 1814

However, storing 3D voxel representation in memory can be inefficient, since the memory and computational requirements of handling
the 3D voxel grid grow cubically with the resolution, which limits the 3D voxel output to low resolutions. To overcome this, OctNet [558]
leverages the octree data structure [98, 443, 629] - a data structure with adaptive cell sizes — and hierarchically partitions the 3D space into a
set of unbalanced octrees, which allows for more memory and computations to be allocated to the regions that require higher resolutions.
OGN [646] presents a convolutional decoder architecture to operate on octrees, where intermediate convolutional layers can predict the
occupancy value of each cell at different granularity levels, which is thus able to flexibly predict the octree’s structure and does not need to
know it in advance. HSP [241] builds upon the octree data representation, and only predicts voxels around the surface of the object (e.g.,
predicting the object’s boundary), performing the hierarchical predictions in a coarse-to-fine manner to obtain higher resolutions. More
recently, Octree Transformer [287] introduces a Transformer-based architecture to effectively generate octrees via an autoregressive sequence

generation approach.
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In order to achieve better precision for 3D voxel representations efficiently, another approach is to use the 3D voxel grid to represent a
signed distance function (SDF) [136]. In this representation, instead of storing occupancy values, each voxel instead stores the signed distance
to the nearest 3D surface point, where the inside of the object has negative distance values and the outside has positive distance values.
3D-EPN [139] represents the shape’s surface by storing the signed distances in the 3D voxel grid instead of occupancy values to perform 3D
shape completion from partial, low-resolution scans. OctNetFusion [559] proposes a deep 3D convolutional architecture based on OctNets
[558], that can fuse depth information from different viewpoints to reconstruct 3D objects via estimation of the signed distance. AutoSDF
[462] adopts a VAE-based approach and stores features in a 3D voxel grid, reconstructing the object by referring to a codebook learnt using
the VAE which maps the features in each locality into more precise shapes. This SDF approach is further extended into the continuous space
with neural implicit functions in other works, and a discussion can be found under Sec. 6.4.

6.2 Point Cloud

Point clouds are unordered sets of 3D points that represent a surface of a 3D object or scene. One advantage of point clouds is that they
are relatively scalable as compared to voxels, since they only explicitly encode the surface. Furthermore, 3D point clouds are a popular
representation because they can be conveniently obtained via depth sensors (e.g., LIDAR or the Kinect). On the other hand, point clouds do
not have a regular grid-like structure, which makes them challenging to be processed by CNNs. Additionally, due to the point clouds being
unordered, the proposed models that handle point clouds need to be permutation-invariant, i.e., invariant to the ordering between the points.
Another disadvantage is that point clouds do not have surfaces, so it can be difficult to directly add textures and lighting to the 3D object or
scene. To overcome this, 3D point clouds can be transformed to meshes through surface reconstruction techniques [242, 325, 326, 507, 710].

Some works generate 3D point clouds via GANs. Achlioptas et al. [6] explore GANs for point cloud generation and improve the
performance by training them in the fixed latent space of an autoencoder network. PC-GAN [362] improves the sampling process and
proposes a sandwiching objective. GCN-GAN [674] investigates a GAN architecture with graph convolutions to effectively generate 3D point
clouds by exploiting local topology. Tree-GAN [600] introduces a tree-structured graph convolutional network (GCN) which is more accurate
and can also generate more diverse object categories. Recently, GAN-based approaches have also seen various improvements in generation
quality [285, 373, 644].

However, GAN-based approaches tend to generate a fixed number of points and lack flexibility. Therefore, PointFlow [757] explores an
approach based on NFs, which can sample an arbitrary number of points for the generation of the 3D object. DPF-Nets [339] propose a discrete
alternative to PointFlow [757] which significantly improves computational efficiency. SoftFlow [329] estimates the conditional distribution of
perturbed input data instead of directly learning the data distribution, which reduces the difficulty of generating thin structures. ShapeGF
[67] adopts a score-based approach, learning gradient fields to move an arbitrary number of sampled points to form the shape’s surface.
More recently, Luo et al. [421] tackle 3D point cloud generation via DMs, which are simpler to train than GANs and continuous-flow-based
models, and removes the requirement of invertibility for flow-based models. PVD [827] is also a DM-based method, but adopts a point-voxel
representation [411], which provides point clouds with a structured locality and spatial correlations that can be exploited.

6.3 Mesh

Polygonal meshes depict surfaces of 3D shapes by utilizing a set of vertices, edges, and faces. Meshes are more memory-efficient and scalable
than voxels as they only encode the surfaces of scenes, and are also more efficient than point clouds, where the mesh only requires three
vertices and one face to represent a large triangular surface but many points need to be sampled for point clouds. Furthermore, meshes offer
an additional benefit by being well-suited for geometric transformations such as translation, rotation, and scaling of objects, which can be
easily accomplished through straightforward vertex operations. Besides, meshes can also encode textures more conveniently than voxels or
point clouds. Thus, meshes are commonly used in traditional computer graphics and related applications. Nevertheless, dealing with and
generating 3D meshes can present challenges, and the level of difficulty surpasses that of generating point clouds. Similar to point clouds,
the irregular data structure of meshes presents handling challenges. However, predicting both vertex positions and topology for meshes
introduces further complexity, making it challenging to synthesize meshes with plausible connections between mesh vertices. Therefore,
many works use point cloud as an intermediate representation, and transform point clouds to mesh via surface reconstruction techniques
[242, 325, 326, 507, 710].

SurfNet [608] explores an approach and a network architecture to generate a 3D mesh represented by surface points, to reduce the
computational burden from voxel representations. SDM-NET [199] introduces a network architecture to produce structured deformable
meshes, that decomposes the overall shape into a set of parts and recovers the finer-scale geometry of each part by deforming a box, which
is an approach that facilitates the editing and interpolation of the generated shapes. PolyGen [471] presents an autoregressive approach
with a Transformer-based architecture, which directly predicts vertices and faces sequentially while taking into account the long-range
dependencies in the mesh. LION [672] uses a hierarchical VAE with two diffusion models in the latent space to produce the overall shapes
and the latent points, before using them to reconstruct a mesh. SLIDE [424] designs a diffusion-based approach for mesh generation which
employs point clouds as an intermediate representation via a cascaded approach, where one diffusion model learns the distribution of the
sparse latent points (in a 3D point cloud format) and another diffusion model learns to model the features at latent points.

Mesh Textures. As 3D mesh is capable of representing surface textures, a line of work focuses on synthesizing textures of 3D surfaces.
Texture Fields [484] proposes a texture representation which allows for regressing a continuous function (parameterized by a neural network),
and is trained by minimizing the difference between the pixel colors predicted by the Texture Field and the ground truth pixel colors.
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Henderson et al. [251] aims to generate textured 3D meshes from only a collection of 2D images without any 3D information, and learns to
warp a spherical mesh template to the target shape. AUV-Net [114] learns to embed 3D surfaces into a 2D aligned UV space, which allows
textures to be aligned across objects and facilitates swapping or transfer of textures. Texturify [603] generates geometry-aware textures for
untextured collections of 3D objects without any explicit 3D color supervision. GET3D [197] aims to generate 3D meshes that are practical for
real-world applications, which have detailed geometry and arbitrary topology, is a textured mesh, and is trained from 2D image collections.
Mesh2Tex [56] leverages a hybrid mesh-neural-field texture representation which compactly encodes high-resolution textures.

6.4 Neural Implicit Fields

Neural implicit fields (or neural fields) are an implicit representation of 3D shapes where a neural network “represents” the 3D shape. In
order to observe the 3D shape, the 3D point coordinates are fed as inputs into the neural network, and the properties pertaining to each point
can be predicted. The properties predicted by the neural field tend to be either occupancy values [115, 451] or signed distance values [496],
from which we can infer the 3D shape. For example, by querying the 3D space for occupancy values, we can infer which regions of the 3D
space are occupied by the 3D shape. Neural fields hold the advantage of being a continuous representation, which can potentially encode
3D shapes in high resolutions with high memory efficiency. They are also flexible in encoding various topologies. However, extracting the
3D surfaces from neural fields is typically slow, since it requires a dense evaluation of 3D points with a neural network (usually an MLP).
Furthermore, it can be challenging to train neural fields as there is a lack of ground truth data to effectively supervise the training, and it is
also not straightforward to train generative models such as GANSs in a neural field representation. Moreover, since each neural field only
captures one 3D shape, more effort is required to learn the ability to generalize and generate new shapes. It can also be difficult to edit the 3D
shape, as the information is stored implicitly as neural network weights.

Occupancy Fields. IM-GAN [115] and ONet [451] are the first to perform 3D shape generation while modeling the implicit field with a
neural network, which assigns an occupancy value to each point. LDIF [207] decomposes a shape into a set of overlapping regions according
to a structured implicit function [208] template, which improves the efficiency and generalizability of the neural implicit field. Peng et al.
[508] introduce convolutional occupancy networks that leverage convolutions, which are scalable and also improves over the fully-connected
architecture often used in previous works.

Signed Distance Fields. However, predicting only the occupancy values in an occupancy field (as described above) provides limited
utility when compared to predicting the metric signed distance to the surface of the 3D object via a signed distance field (SDF). For instance,
the signed distance values of the SDF can be used to raycast against surfaces to render the model, and its gradients can be used to compute
surface normals. DeepSDF [496] is the first work to use a neural field to predict the signed distance values to the surface of the 3D shape at
each 3D point. However, ReLU-based neural networks tend to face difficulties encoding high frequency signals such as textures, thus SIRENs
[611] use periodic activation functions instead, in order to better handle high-frequency details. Unlike previous methods that depend on a
low-dimensional latent code to generalize across various shapes, MetaSDF [610] aims to improve the generalization ability of neural SDFs via
meta-learning [184]. Grid IM-GAN [288] split the space into a grid and learn to capture the local geometry in each grid cell separately (instead
of with a global implicit function), which also enables the composing and arranging of local parts to create new shapes. SDF-Diffusion [598]
proposes a diffusion-based approach for generating high-resolution 3D shapes in the form of an SDF through iteratively increasing the
resolution of the SDF via a denoising diffusion process.

Others. Some works also explore the manipulation and editing of 3D shapes [150, 243] with neural fields. Other works [26, 27, 224] aim to
to construct a neural implicit field from raw point cloud data. Dupont et al. [169] learn to directly generate the implicit neural representations
(functa) given the input data, which can be used to represent the input data for performing various tasks, including generation.

7 NOVEL VIEW SYNTHESIS FOR 3D SCENES

Along with the progress in 3D shape reconstruction, there has also been more attention and interest on 3D scenes, which can involve one
or multiple objects and the background. The mainstream generative approach involving 3D scenes is to explicitly or implicitly encode a
3D scene representation (i.e., via a voxel-based representation or a neural implicit representation), which allows for synthesis of images
from novel views when required. Due to the need for encoding complete scenes, this task tends to be much more challenging than 3D shape
generation. Another difficulty arises with how to implicitly encode the 3D scene, since the rendering of 3D scenes involves the generation of
color, texture and lighting, which are challenging elements that now need to be encoded, while occupancy fields and signed distance fields as
introduced in Sec. 6.4 for 3D shape representations do not naturally encode for colour.

7.1 Voxel-based Representations

One approach for novel view synthesis stores the 3D scene information (geometry and appearance) as features in a voxel grid, which can be
rendered into images.

DeepVoxels [612] introduces a deep 3D voxel representation where features are stored in a small 3D voxel grid, which can be rendered by
a neural network (i.e., neural rendering) to produce 3D shapes. HoloGAN [473] has an architecture that enables direct manipulation of view,
shape and appearance of 3D objects and can be trained using unlabeled 2D images only, while leveraging a deep 3D voxel representation
[612]. BlockGAN [474] also generate 3D scene representations by learning from unlabelled 2D images, while adding compositionality where
the individual objects can be added or edited independently. HoloDiffusion [315] introduces a DM-based approach that can be trained on
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posed images without access to 3D ground truth, where the DM generates a 3D feature voxel grid, which are rendered by a rendering function
(MLP) to produce the 2D images.

Besides, sparse voxel-based representations have been proposed to improve the optimization efficiency. PlenOctrees [779] Plenoxels
[189] are sparse voxel girds where each voxel corner stores the scalar density and a vector of spherical harmonic coefficients for each color
channel. Sun et al. [632] also aim to speed up the optimization process, by directly optimizing the volume density. VoxGRAF [586] proposes a
3D-aware GAN which represents the scene with a sparse voxel grid to generate novel views.

7.2 Neural Radiance Fields (NeRFs)

Another approach involves implicitly encoding the 3D scene as a neural implicit ~ Table 5. Comparison between 3D scene novel view synthesis
field, i.e., where a neural network represents the 3D scene. In order to additionally models. Results are reported on FFHQ [320] at 256 X 256 and

i 512 x 512, Cats [811] at 256 X 256 and CARLA [166, 585] at
output appearance on top of shapes, NeRF [458] presents neural radiance fields 195 » 128 we report FID scores [256] to measure the quality
that encodes color and density given each point and the viewing angle, which can  of images rendered from the scene (lower is better). We report
produce a 3D shape with color and texture after volume rendering. NeRF-based  results from various protocols (each denoted with a symbol),
scene representations have become very popular as they are memory efficient Where each protocol comes from a specific paper, as follows:

and scalable to higher resolutions. Te15], §{586], ${489], * [151]

GRAF [585] is the first work to generate radiance fields via an adversarial — FFHQ 2562 FFHQ 5122 Catzse?  Carla 1282
approach, where the discriminator is trained to predict -if the rendered 2D images — = [79] P N 53 B
from the radiance fields are real or fake. 7-GAN [86] improves the expressivity —z-GAN [86] - - - 292
of the generated object by adopting a network based on SIREN [611] for the SK{ESNSI;F[E(?] ?102 13:?9 >91 .
neural radiance field, while leveraging a progressive growing strategy. GOF [743] EG3D [85] 48 47 -
combines NeRFs and occupancy networks to ensure compactness of learned object ml/‘ggﬁg 1[;]45] 193;_17 154 3916 79
surfaces. Mip-NeRF [40] incorporates a mipmapping from computer graphics GIRAFFE-HD [746] 11.93 - 12.36
rendering pipelines to improve efficiency and quality of rendering novel views. GRrAF [585] * 73.0 - 59.5 32.1

: : ; 7T-GAN [86] * 55.2 - 53.7 360
GRAM [15.1]. confines the sa.mpyng and radiance le.armng toa red'uced space (a GIRAFFE [479] * e ) o 105
set of implicit surfaces), which improves the learning of fine details. MVCGAN  GraM [151] * 17.9 - 146 263
[812] incorporates geometry constraints between views. StyleNeRF [225] and  7-GaN [s6] + 53.2 - 68.28
StyleSDF [489] incorporate a style-based generator [321] to improve the rendering GRAM [151] 1378 . 1340
- ; ° > S5 : ] EpiGRAF [615] ¥ 9.71 9.92 6.93
efficiency while generating high-resolution images. EpiGRAF [615] improves the HoloGAN [473] § 0
olo 3% .
training process through a location- and scale-aware discriminator design, with a  Grar [5s5] ¢ 79.2
modified patch sampling strategy to stabilize training. Mip-NeRF 360 [41] builds gﬁ‘i’:gg‘gj] K g?‘z’
upon Mip-NeRF [40] to extend to unbounded scenes, where the camera can rotate gyylespF [459] + s
360 degress around a point. TensoRF [94] models the radiance field of a scene as a ™ Grar [535] § 71 _ _ a1
4D tensor and factorizes the tensors, leading to significant gains in reconstruction Glifﬁﬁg?”] § 33155 - - s
speed and rendering quality. ZOF [74£] §] 5 69.2 i i 203
Another line of work aims to edit the radiance fields. Editing-NeRF [404] GRAM[151]§ 17.9 - - 263
VoxGRAF[586] § 96 - - 6.7

proposes to edit the NeRF based on a user’s coarse scribbles, which allows for
color modification or removing of certain parts of the shape. ObjectNeRF [754]
learns an object-compositional NeRF to duplicate, move, or rotate objects in the scene. NeRF-editing [791] explores a method to edit a static
NeRF to perform user-controlled shape deformation, where the user can edit a reconstructed mesh. D3D [650] learns to disentangle the
geometry, appearance and pose of the 3D scene using just monocular observations, and allows for editing of real images by computing
their embeddings in the disentangled GAN space to enable control of those attributes. Deforming-NeRF [741] and CageNeRF [510] enable
free-form radiance field deformation by extending cage-based deformation of meshes to radiance field deformation, which allows for explicit
object-level scene deformation or animation. Besides, some works [177, 282, 395, 806] also focus on editing the visual style of the NeRF.
Some works also explore the compositional generation of scenes for more control over the generation process. GIRAFFE [479] incorporates
a compositional 3D scene representation to control the image formation process with respect to the camera pose, object poses and objects’
shapes and appearances. GIRAFFE HD [746] extends GIRAFFE to generate high-quality high-resolution images by leveraging a style-based
[321] neural renderer while generating the foreground and background independently to enforce disentanglement. DisCoScene [744] spatially
disentangles the scene into object-centric generative radiance fields, which allows for flexible editing of objects and composing them and the
background into a complete scene. Recently, FusedRF [215] introduces a way to fuse multiple radiance fields into a single scene.

7.3 Hybrid 3D Representations and Others

Hybrid representations generally combine explicit representations (e.g., voxels, point clouds, meshes) with implicit representations (e.g.,
neural fields). Such hybrid representations aim to capitalize on the strengths of each type of representation, such as the explicit control over
geometry afforded by explicit representations, as well as the memory efficiency and flexibility of the implicit representations.

Voxels and Neural Fields. One line of works combine voxels with neural implicit fields. NSVF [396] defines a set of neural fields which
are organized in a sparse voxel-based structure, where the neural field in each cell models the local properties in that cell. Jiang et al. [299]
present a set of overlapping voxel grid cells which store local implicit latent codes. SNeRG [250] is a representation with a sparse voxel grid
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of diffuse color, volume density and features, where images can be rendered by an MLP in real-time. VolumeGAN [745] represents 3D scenes
in a hybrid fashion, with explicit voxel grids and NeRF-like implicit feature fields to generate novel views. DiffRF [468] generates the neural
radiance fields via a DM on a voxel grid and a volumetric rendering loss, which leads to efficient, realistic and view consistent renderings.

Triplane representation. Another promising hybrid approach is the triplane representation introduced by EG3D [85], where the scene
information is stored in three axis-aligned orthogonal feature planes, and a decoder network takes in aggregated 3D features from the three
planes to predict the color and density values at each point. This representation is efficient, as it can keep the decoder small by leveraging
explicit features from the triplanes, while the triplanes scale quadratically instead of cubically (as compared to dense voxels) in terms of
the memory requirement. Shue et al. [601] generate neural fields in a triplane representation with a DM for generation of high-fidelity and
diverse scenes.

Others. Other approaches have also been explored for representing 3D scenes. SRN [609] represents the 3D scenes implicitly while
formulating the image formation as a differentiable ray-marching algorithm, allowing it to be trained with only 2D images and their camera
poses. NeuMesh [753] uses a mesh-based implicit field for editing of the scene’s geometry and texture. Point-NeRF [740] explores a point-based
neural radiance field.

8 3D HUMAN DATA GENERATION

Besides generation of 3D shapes and scenes, generation of 3D humans is also an important task. Different from generation of shapes which
tend to be static and inanimate, the ultimate goal of 3D human generation is to synthesize animatable humans with movable joints and
non-rigid components (such as hair and clothing), which further increases the difficulty of the task. In general, the work on generating 3D
human avatars can be split into the full body and head, which we discuss separately below.

8.1 3D Avatar Body

3D human avatar generation aims to generate diverse 3D virtual humans with different identities and shapes, which can take arbitrary
poses. This task can be very challenging, as there can be many variations in clothed body shapes and their articulations can be very complex.
Furthermore, since 3D avatars should ideally be animatable, 3D shape generation methods are typically not easily extended to non-rigid
clothed humans.

Unconditional. Early works (e.g., SCAPE [22], SMPL [413], Adam [308], STAR [490], GHUM [732]) explore generating 3D human mesh
via human parametric models, which express human body shapes in terms of a relatively small set of parameters that deform a template
human mesh. These models conveniently synthesize human shapes as users only need to fit/regress values for a small set of parameters. Some
works also explore a similar approach for modeling clothed humans [227, 425, 760]. However, such human parametric models are not able to
capture many finer and personalized details due to the fixed mesh topology and the bounded resolution. To overcome these limitations, a line
of works propose to generate 3D human avatars by adopting implicit non-rigid representations [113, 573]. gDNA [110] proposes a method to
generate novel detailed 3D humans with a variety of garments, by predicting a skinning field (following [113]) and a normal field (i.e., using
an MLP to predict the surface normals), and is trained using raw posed 3D scans of humans. AvatarGen [803] leverages an SDF on top of a
SMPL human prior, and enables disentangled control over the human model’s geometry and appearance. GNARF [45] proposes a generative
and articulated NeRF that is trained with posed 2D images. EVA3D [268] is a compositional human NeRF representation that can be trained
using sparse 2D human image collections, which is efficient and can render in high-resolution. HumanGen [300] generates 3D humans by
building upon an existing 2D generator which provides prior information, and adopts a neural rendering approach to produce texture, while
an SDF produces the fine-grained geometry information.

Conditioned on 3D scans. Another line of work aims to produce an animatable 3D avatar from 3D scans. Traditionally, articulated
deformation of a given 3D human mesh is often performed with the classic linear blend skinning algorithm. However, the deformation is
simple and cannot produce pose-dependent variations, which leads to various artifacts [358]. Many methods have been proposed to tackle
these issues, such as dual quaternion blend skinning [323] and multi-weight enveloping [449, 698].

Recently, many works aim to produce an animatable 3D avatar from 3D scans via implicit representations of the human body [480], which
are resolution-independent, smooth and continuous. NASA [147] learns an occupancy field to model humans as a collection of deformable
components, which is extended in LEAP [456] to also represent unseen people with a single neural network. Some works such as SNARF
[113] and S? [766] also leverage occupancy field representations and can generate 3D animated human characters which generalize well
to unseen poses. Some other works (e.g., SCANimate [574], Neural-GIF [656], inGHUM [19], UNIF [527]) explore an SDF-based implicit
representation.

Some works (e.g., Peng et al. [506], Neural Actor [397], Neural Body [509], Zheng et al. [822], Weng et al. [707], Zhao et al. [816], NeuMan
[302], InstantAvatar [301]) also propose deformable and animatable NeRFs for synthesizing humans from novel poses in novel views.

8.2 3D Avatar Head

On the other hand, 3D avatar head generation aims to generate a 3D morphable face model with fine-grained control over the facial
expressions. It is challenging to produce realistic 3D avatar heads, and it is even more difficult to model the complex parts such as hair.
Unconditional. Traditional approaches model facial appearance and geometry based on the 3D Morphable Models (3DMM) [50] which is
a parametric model that simplifies the face modeling to fitting values in a linear subspace. Subsequently, many variants have been proposed,
including multilinear models [73, 682], full-head PCA models [375] and fully articulated head models [209, 505]. Several deep generative
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methods [116, 616, 663] that generate an explicit 3D face model have also been explored, however these methods tend to produce 3D avatar
heads that lack realism. To improve the realism, many recent methods proposed implicit methods for unconditional generation of head
avatars, with some exploring an SDF-based approach [771], NeRF-based approach [271, 836], or with occupancy fields [721]. Several of these
methods [721, 771] can even model hair.

Others. Recently, one line of works explores the editing of avatar faces [160, 494, 636]. IDE-3D [634] allows users to perform interactive
editing of shape and texture.

9 3D MOTION GENERATION

Besides generating 3D humans, many AIGC works also generate 3D human motions to drive the movements of 3D humans. The most
common representation used for 3D motion generation is the 3D skeleton pose - is a simple yet effective representation that captures the
human joint locations. After generating the 3D skeleton pose sequences, they can be utilized to generate simple moving human meshes, or be
used to animate a rigged avatar (which can be generated by methods in Sec. 8). In 3D motion generation, it can be challenging to synthesise
long-term motions that are realistic and coherent. It is also difficult to capture multiple diverse yet plausible motions from a starting point.

9.1 Unconditional 3D Motion Generation

A few works explore the unconditional synthesis of human motions. Holden et al. [265] introduce a deep learning framework for motion
synthesis with an autoencoder that learns the motion manifold. CSGN [749] introduces a GAN-based approach to generate long motion
sequences with meaningful and continuous actions. MoDi [529] proposes an encoder architecture to learn a structured, highly semantic
and clustered latent space, which facilitates motion generation via a GAN-based approach. MDM [648] adopts a DM for generating human
motion, which frees the assumption of the one-to-one mapping of autoencoders and can express many plausible outcomes.

9.2 Conditional 3D Motion Generation

Conditioned on prefix frames. In conditional 3D motion generation, one line of works aims to generate the motion following a given set
of prefix frames, which is also known as motion prediction. These prefix 3D skeleton poses can be obtained using depth sensors such as the
Kinect, or extracted from an input image or video with a 3D pose estimation algorithm [186, 216, 504]. Many works rely on recurrent neural
networks (RNNs) [12, 187, 439, 828] for learning to autoregressively predict and generate future motion. In order to improve the modeling of
spatio-temporal information and long-term motion generation, other architectures have also been investigated, such as CNNs [363], GCNs
[142, 370, 426, 435, 436], Transformers [69, 440] and MLPs [235]. Furthermore, in order to predict multiple diverse yet plausible future poses,
some other works also adopt probabilistic elements such as VAEs [70, 238], GANs [42, 254, 813], or NFs [790].

Conditioned on actions. Another line of works focus on generating motions of a specified action class, where an initial pose or sequence
is not required. Generally, this can be achieved by feeding the target action class as input to the motion generation model during training,
and have class-annotated clips as supervision. Action2Motion [232] first introduces a Lie Algebra-based VAE framework to generate motions
from desired action categories to cover a broad range of motions. ACTOR [511] is a Transformer VAE that can synthesize variable-length
motion sequences of a given action. Some approaches based on GANs have also been proposed to generate more diverse motions [146, 704]
or capture rich structure information [786]. Furthermore, some works [429] also perform multi-person motion generation.

10 AUDIO MODALITY
. . . - Table 6. Comparison between audio generation models. We report results for unconditional generation
Many AIGC methods also aim to generate audio, which facilitates the ;.4 on raw waveform on the Speech Commands [705] dataset. For this task, we report the Fréchet

creation of voiceovers, music, and other sound effects They can also Inception Distance (FID), Inception Score (IS) and 5-scale Mean Opinion Score (MOS) metrics. FID
’ ’ ) measures the similarity between real and generated audio, IS measures the diversity of generated audio

be useful in text-to-speech applications, e.g., assistive technology and  and whether it can be clearly determined by a classifier, while MOS evaluates the quality according

. . . to human subjects. Results for neural vocoding (where mel-spectrograms are given) are reported on
entertainment purposes. However, it can be challenging to generate . prictary datasct of [102] and the L) speech [293] dataset, where we report the 5-scale Mean Opinion
audio realistically, including the pitch and timbre variations. In the  Score (MOS) metric. We report the resuits from two different protocols, which have been denoted with

. . ) different symbols: +[102], £[341].
context of speech, it can be difficult to capture the emotional and tonal

ot P : ; Method Speech Commands 1 [1020's dataset
variations, and it is also difficult to generate speech based on a given U B Mosd  Mos(h oS ()
identity. In various applications, inference speed of generating the audio WaveRNN [311) 1 - - - 191005 o001
is also important. Parallel WaveGAN [748] ¥ - - - 3.92+0.05
MelGAN [347] + - - - - 3.95+0.06
Multi-band MelGAN [758] + - - - - 4.10£0.05
GAN-TTS [49] + - - - - 43420.04
1 O' 1 S peec h WaveGrad Base [102] t - - - 4.35%0.05 4.41+0.03
. . . . . WaveGrad Large [102] + - - - 4.55+0.05 45120.04
In this subsection, we discuss the unconditional speech generation works.
. . WaveNet-128 [487] & 3.279 2.54 1.3440.29 4.43+0.10
In general, these methods can also be slightly modified to apply to the — waveNet-256 [157] 3 2007 284 143:030 -
e . . . . WaveGAN [163] 1.349 4.53 2.03+0.33 -
conditional settings (e.g., text-to-speech that is discussed in Sec. 18). Clariet [L—,E;] ' * i i : 1272000
: : : ~ WaveGlow [523] % - - - 433+0.12
WaveNet [487] is the first deep generative model for audio genera WaveElow 64 [217] £ i i i prosven
tion. It is an autoregressive model that predicts the next audio sample WaveFlow-128 [515] £ - - - 440£0.07
o > R X N Diff Wave Base [341] % - - - 4.38:£0.08
conditioned on previous audio samples, which are built based on causal =~ Diffwave Large [341] - - - 144£0.07
Diff Wave [341] 1.287 530 3.39+0.32 -

convolutional layers. Subsequently, some other works such as Sam-
pleRNN [444] and WaveRNN [311] also adopt an autoregressive approach while improving the modeling of long-term dependencies [444]
and reducing the sampling time [311]. VQ-VAE [677] leverages a VAE to encode a latent representation for audio synthesis. Some works
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[336, 553] also explore a NF-based approach to generate audio. Notably, Parallel WaveNet [486] distills a trained WaveNet model into a
flow-based IAF [337] model for the sake of efficient training and sampling. WaveGlow [523] extends the flow-based Glow [336] with WaveNet
for efficient and high-quality audio synthesis. WaveFlow [515] builds upon WaveGlow, further improving the fidelity and synthesis speed.
ClariNet [513] distills a flow-based Gaussian IAF model from the autoregressive WaveNet. WaveGAN [163], MelGAN [347] and HiFi-GAN
[340] adopt a GAN-based approach to generating audio, with MelGAN and HiFi-GAN providing significant improvements in generation
speed. Parallel WaveGAN [748] and Multi-band MelGAN [758] further improve the speed of audio waveform generation. Diffusion-based
audio generation has also been explored in Diff Wave [341] and WaveGrad [102], which show strong performance. Recently, Audio-LM [57]
casts audio generation as a language modeling task which is capable of long-term consistency.

10.2  Music

Another widely explored audio generation task is music generation. Different from speech, music can have multiple tracks which represent
different instruments. There are also many styles of music (e.g., pop, classical) and different emotions/themes, which can be challenging to
keep consistent over long ranges. Although there are many earlier attempts at music generation [58, 172], producing complex multi-track
music has largely been facilitated by deep generative methods.

The first attempts [125, 277] to generate music with deep learning adopted recurrent neural networks (RNNs) to recurrently generate
new notes. Subsequently, Engel et al. [173] approach music synthesis with a WaveNet-based autoencoder, and also introduce the NSynth
dataset with annotated notes of various instruments for training, which enables expressive and realistic generation of instrument sounds.
MiDiNet [762] aims to generate melodies from scratch or from a few given bars of music by taking a GAN-based approach, and can be
expanded to generate music with multiple tracks. DeepBach [239] aims to generate polyphonic music, with a specific focus on hymn-like
pieces. Dieleman et al. [156] do not handle the symbolic representations of music (e.g., scores, MIDI sequences) and handle raw audio instead,
which improves generality and is more able to capture the precise timing, timbre and volume of the notes. Jukebox [153] generates music
with singing with a multi-scale VQ-VAE encoder and an autoregressive Transformer decoder, which can generate high-fidelity and diverse
songs that are coherent for up to several minutes. It can also be conditioned on the artist and genre to control the vocal style.

11 OTHER MODALITIES

Vector Graphics. A few works generate vector graphics [414], with some taking images as inputs [427, 546]. These can be important when
designs need to be sharp, scalable and flexible, e.g., logos.

Graphs. Some works focus on generation of graphs [140, 383, 777], which are often applied to molecular generation. Some works
[144, 200, 204, 273, 307, 401, 420, 681, 718] generate 3D molecules unconditionally, i.e., directly generating each atom type and position. Some
works [422, 432, 595, 604, 737, 738] generate molecules conditioned on the 2D SMILE structure.

Others. There are various other modalities where generative models have been explored, including tabular data [343], sketches [694],
CAD models [720], game maps [155], and so on.

12 CROSS-MODALITY IMAGE GENERATION

In this section, we discuss cross-modality image generation, where images nputs Cross-modal Image Settings for Cross-modal
are generated using conditioning information from other modalities. In the Text Input Generation Model Image Generation
cross-modality setting, it is crucial that we learn the interaction between A photo of a confused grizly — ext-to-image Generation
multiple modalities, which enables us to control the generation process via ~~~"""""~ TextInput . SR e
the inputs from another modality. A summary of various cross-modality A bird spreading wings. — [F rext-driven Image Editing
image generation settings is shown in Fig. 6. Original Image ‘ -
Ao | |_mw
. s ackpack in the Grand Canyon.” . ;Personalized 1ma .
—to- ge Synthesis
12.1  Text-to-Image Generation mage(s) of NERN ]
. . . . Subject
In the text-to-image task, the goal is to generate images corresponding to wbject [

a given textual description. Text-to-image is a popular direction that has

attracted a lot of attention, and many developments have been made over Fig. 6. lllustration of various cross-modality image generation settings.

i Note that “[V]” refers to the subject’s unique identifier. Examples ob-
the years. In general, these developments can be categorized as: GANs, Au-  tained from [324, 567, 569].

toregressive Transformers, and DMs. A comparison between representative
works can be found in Tab. 7.

GANSs. Most GAN-based works for text-to-image generation incorporate a text encoder (e.g., an RNN) to encode text embeddings which
are fed to the GAN. AlignDRAW [433] generates images mainly via RNNs [222] to encode the text inputs, and generate images which learns
an alignment between the input captions and the generating canvas, but employ GANs for post-processing to improve the image quality. Reed
et al. [549] develops a fully end-to-end differentiable deep convolutional GAN architecture with a convolutional-RNN, which significantly
improves the realism and resolution of the generated images (from 28 x 28 of AlignDraw to 64 X 64 images). GAWWN [550] builds upon
[549] and finds that image quality can be improved by providing additional information to the model, such as bounding boxes that instruct
the model where to generate the objects. StackGAN [801] and Stackgan++ [802] adopt the text encoder of [549], and present a coarse-to-fine
refinement approach and stack multiple GANs to improve the image resolution, yielding images of resolution 256 X 256. AttnGAN [742]
proposes an attention-driven architecture that allows subregions of the image to be drawn by focusing on the most relevant words of the

, Vol. 1, No. 1, Article . Publication date: September 2023.



16 « Foo,etal.

caption, providing significant improvements to the image quality. Other GAN-based text-to-image methods have been proposed for better
control (e.g., ControlGAN [360], ManiGAN [361]), resolution (e.g., HDGAN [815], DM-GAN [835]), or semantic alignment (e.g., MirrorGAN

[528], XMC-GAN [800]).

Autoregressive Transformers. DALL-E [539] is the first to
leverage autoregressive Transformers [680] for text-to-image gen-
eration, by using them to generate a sequence of image tokens
after taking the text tokens as input. The image tokens are then
decoded into a high-quality images via a trained discrete VAE

Table 7. Comparison between representative text-to-image generative models. Results are reported on MS-
COCO [390] and CUB [548, 686]. For both datasets, we report the Fréchet Inception Distance (FID) and Inception
Score (IS), where FID measures the similarity between the generated images and reference ground truth images with
the same captions, while IS measures the diversity of generated images and whether it can be clearly determined
by a classifier. On MS-COCO, we also report the zero-shot FID metric, where models are tasked to generate images
for the MS-COCO captions without dataset-specific tuning, which is a metric that recent works tend to focus on.

MS-COCO cuB
[677]. CogView [158] also proposes a similar approach, but with e Method FID(l)  ZeroshotFID()  1S(1) | ED()  18(D)
significant improvements in image quality, and also investigates  gans GAI\XINT—CIES [5]49] 7.88 288
. . . GAWWN [550 - B . 362
fine-tuning for downstream tasks. CogView 2 [159] introduces a StackGAN [801] 74.05 845 51.89 370
. P . . StackGAN: 802 81.59 8.30 15.30 4.04
cross-modality pre-training method (CogLM) which facilitates the PN [YZ[] ! ; 58 . .
PP : . HDGAN [815] - 11.86 - 4.15
conditioning on both image and text tokens to perform various AttmGAN [742) so1o ves | 2308 im
tasks such as image captioning or image editing, on top of text- MMUYGAN[[”;*I 3471 2647 | 1834 456
- . DM-GAN [835 32.64 30.49 16.09 4.75
to-image generation. NUWA [712] trains an encoder that takes DF-GAN [645] 1932 - 181 510
. l . d . d d . h fﬁ DM-GAN+CL [768] 20.79 33.34 14.38 4.77
text or visual inputs, and an autoregressive decoder with an effi- XMC-GAN [800] 933 . 3045 . .
cient 3DNA attention mechanism that is shared among 8 visual LAFITE (2] 812 2691 23 | 1048 57
. . . . . DALL-E [539] 27.50
synthesis tasks, e.g., text-to-image generation and manipulation, — Autoregressive CogView [15] . pld .
text-to-video generation and manipulation. Make-A-Scene [194] CogView? [159] 175 40 52
. . . ] NUWA [712] 129 - 27.2
improves the controllability of text-to-image generation by allow- Make-A-Scene [194] | 7.5 1184~ -
. . . . . . . Parti [784] 3.22 7.23
ing an optional segmentation map as input, while also increasing
. . . . . DM: Stable Diffusion [561] 12.61
the quality and resolution of the generated images by improving Ms GLIDE [477] E 12.24 -
. . . VQ-Diffusi 226 13.86 - 10.32
the tokenization process. Parti [784] further scales up the model %AL'L?E‘ZO'[’%K]’J i 103 i
size to improve image quality. Imagen ﬁf)]’] - e
eDiff-i - :
Diffusion Models. More recently, DMs have shown to be a GLIGEN [378] 561 -

very effective approach for text-to-image generation, and have

attracted much attention. GLIDE [477] explores diffusion-based text-to-image generation, and investigates using guidance from CLIP [530] or
classifier-free guidance [262], where the latter produces photorealistic images that are consistent with the captions. Imagen [569] leverages
a generic language model that is pre-trained only on text (T5 [535]) to encode text and a dynamic thresholding technique for diffusion
sampling, which provide improved image quality and image-text alignment. Different from previous methods that generate in the pixel
space, Stable Diffusion [561] introduces Latent Diffusion Models that perform diffusion in the latent space. Specifically, an autoencoder is
first trained, and the diffusion model is trained to generate features in the latent space of the autoencoder, which greatly reduces training
costs and inference costs. DALL-E 2 [538] also performs diffusion in the latent space, but instead use the joint text and image latent space of
CLIP [530], which has the advantage of being able to semantically modify images by moving in the direction of any encoded text vector.
VQ-Diffusion [226] performs diffusion in the latent space of a VQ-VAE [677] while encoding text inputs using CLIP. Some other developments
include conditional generation using pre-trained unconditional diffusion models (e.g., ILVR [119]), having a database of reference images
(e.g., RDM. [54], kNN-Diffusion [594]), or training an ensemble of text-to-image diffusion models (e.g., eDiff-I [36]).

12.2  Text-driven Image Editing

In text-driven image editing, input images are manipulated according to given text descriptions to obtain an edited version of the original
image. Earlier works on text-driven editing are based on GANs, where a text encoder is added to the GAN and the GAN is trained on
image-text pairs (e.g., ManiGAN [361], TAGAN [470]). For better zero-shot performance with pre-trained image GANSs, a GAN inversion
technique is combined with the CLIP’s text-image embedding space for image editing (e.g., StyleCLIP [500], e4e [661], HyperStyle [13]).
Recently, many works focus on editing of images with DMs. DiffusionCLIP [328] explores the text-driven editing of an image by using a CLIP
loss on DMs. Specifically, an input image (to be edited) is first transformed to the latent space via DMs, and the DM is fine-tuned with the
directional CLIP loss (which uses the text prompts to provide a gradient), such that it produces updated samples during the reverse diffusion
process. Blended Diffusion [30] adopts a similar approach, but also allow for region-based image editing where edits are contained in a local
region, and enable this through masking the CLIP loss and enforcing a background preservation loss. Hertz et al. [255] modify a pre-trained
text-to-image DM by injecting cross-attention maps during the diffusion process (which can automatically be obtained from the internal
layers of the generative model itself), to control the pixels that the prompt text should attend to. Imagic [324] also leverages a pre-trained
text-to-image DM, which enables sophisticated manipulations of a real high-resolution image, including editing of multiple objects.

Some other works input additional information to the generation process to have more control over the generated images. Voynov et al.
[685] take in an additional input sketch to guide a pre-trained text-to-image DM to generate an image that follows the spatial layout of the
sketch. Make-A-Scene [194] explores controllable text-to-image generation through adding additional sketches or editing extracted semantic
maps. ControlNet [807] aims to allow pre-trained large text-to-image DMs to support additional input conditions, e.g., scribbles, poses,
segmentation maps, via a fine-tuning approach involving the zero convolution layer. SpaText [29] allows the user to provide a segmentation
map with annotated language descriptions of each region. GLIGEN [378] takes in captions as well as other additional information (e.g.,
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bounding boxes, human poses, depth maps, semantic maps) to perform grounded text-to-image generation using a frozen pre-trained
text-to-image DM.

12.3  Personalized Image Synthesis

In this task, generative models aim to generate novel images of a given subject (e.g., a person). Many works leverage GANs to perform
this task, such as IC-GAN [80] which additionally requires the discriminator to predict instance information, and Pivotal Tuning [560]
which adopts a GAN inversion approach. Recently, many works leverage pre-trained text-to-image DMs, which have shown promising
improvements. Textual Inversion [195] uses only a few images (typically 3-5) of a user-provided concept, and represents the concept through
new "words" in the embedding space of a text-to-image DM, enabling personalized creation of concepts guided by natural language sentences.
DreamBooth [567] aims to generate “personalized” images for a given subject (e.g., a specific dog or human) and introduce an approach to
fine-tune the pre-trained text-to-image diffusion model which result in better performance. Custom Diffusion [348] further extends this to
multiple concepts and their compositions, through jointly training for multiple concepts or combining multiple fine-tuned models into one.
Several recent developments [196, 566, 596] further improve the efficiency and speed of the personalization process.

13 CROSS-MODALITY VIDEO GENERATION

Following the tremendous progress in cross-modality image generation, more and more works have also explored the more challenging
cross-modality video generation task. We discuss two popular settings below: text-to-video generation, and text-driven video editing.

13.1

The text-to-video task aims to generate videos based on the given text

Text-to-Video generation

captions, and is significantly more challenging than the text-to-image
task, since the video frames need to be temporally consistent, while also
adhering to the specified motions or actions. A comparison between
recent methods is shown in Tab. 8.

Non-diffusion-based approaches. In the earlier days of text-to-
video generation, many works explored GAN-based approaches [35,

Table 8. Comparison between representative text-to-video generative models. Results are reported
on MSR-VTT [734] and UCF-101 [627], on both the fine-tuned setting (where the dataset is used during
training) and the zero-shot setting (where the dataset is not used during training). For the MSR-VTT
dataset, we report the Fréchet Inception Distance (FID) [499] and CLIP similarity (CLIPSIM) [711], where
CLIPSIM measures the average CLIP similarity between the generated video frames and text which
evaluates the semantic match between them (higher is better). For the UCF-101 dataset, we report the
FVD and IS metrics (refer to Tab. 2 for more details). Note that, for the UCF-101 dataset in the text-to-video
setting, class names are provided directly as text conditioning.

MSRVTT
CLIPSIM(T)

UCF-101

Type Method ‘ FID(|)

FVD(l)  1S(1)
493] and VAE-based approaches [441, 461] or a combination of both - -
[380] to perform the task. These works encoded text descriptions into
embeddings with a text encoder (e.g., an RNN) and fed the embeddings
to their decoder (which is usually an RNN). However, these approaches
tend to focus on simpler settings, and generally only produce a short
clip with low resolution (e.g., 64 X 64). Subsequently, with the rise of
autoregressive Transformers, GODIVA [711] leverages an image-based VQVAE with an autoregressive model for text-to-video generation,
where a Transformer takes in text tokens and produces video frames autoregressively. This approach is extended in NUWA [712] with
multi-task pre-training on both images and videos. NUWA-Infinity [382] further improves the autoregressive generation process by a
patch-by-patch generation approach, which improves the synthesis ability on long-duration videos. CogVideo [270] adds temporal attention
modules to a frozen CogView 2 [159] (which is an autoregressive text-to-image Transformer model) to perform text-to-video generation,
which significantly reduces the training cost by inheriting knowledge from the pre-trained text-to-image model.

Diffusion Models. Similar to the success found in text-to-image generation, DMs have also found much success in text-to-video
generation. Video Diffusion [263] is the first to use DMs to present results on a large text-conditioned video generation task, which proposes
an architecture for video DMs and trains on captioned videos to perform text-conditioned video generation. Imagen Video [258] further
improves this by using a cascade of video DMs to improve the quality and fidelity of generated videos. Make-A-Video [605] aims to perform
text-to-video generation without paired text-video data by leveraging text-to-image models for the correspondence between text and visuals.
Story-LDM [536] aims to generate stories, where characters and backgrounds are consistent.

Fine-tuned

NUWA [712] 47.68 0.2439
Make-A-Video [605] - -

82.55

GODIVA [711]
8125

0.2402 ‘

CogVideo (Chinese) [270]
CogVideo (English) [270]
Make-A-Video [605]
VideoLDM [53]

24.78
23.59
13.17

751.34
701.59
367.23
550.61

23.55
25.27
33.00
33.45

Zero-shot 0.2631

0.3049
0.2929

0.2614

13.2  Text-driven Video Editing

One research direction also focuses on the editing of videos with text descriptions. Text2LIVE [38] introduces a general approach without
using a pre-trained generator in the loop, which can perform semantic, localized editing of real world videos. Subsequently, many approaches
leverage DMs in their approach. Tune-A-Video [716] uses pre-trained image diffusion models to edit the video of a given text-video pair.
Dreamix [466] and Gen-1 [174] perform video editing with a text-conditioned video diffusion model. Video-P2P [405] performs video editing
with cross-attention control based on the text inputs by adapting an image-based diffusion model.

14 CROSS-MODALITY 3D SHAPE GENERATION

In addition to cross-modality generation of 2D modalities such as image and video, many AIGC methods have also tackled the cross-modality
generation of 3D shapes. Many works have explored generating 3D shapes with input text or image information, which we comprehensively
discuss below.
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