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OTODSCINOs: The Root Cause of Slow 
Neura  Training 
I’ve been interested in the fundamentals of numerical optimization ever 

s e drop  in Stephen Boyd’s “Convex Optimization” class in 

Stanford years ago. Theory developed in this eld can be used to 

answer questions faced by today’s practitioners, in particular, the 

question of—“Why does it take so long to train neura s?” 

Con s trained in the 80s on handwritten digits took about 1 week to 

train on hardware of the day. Today’s research conferences want your 

methods demonstrated on Imag -sized datasets, which also take a 

week on hardware of the day (a single high end GPU). 

One factor for stalling wall-clock times is psychological. Thirst for 

knowledge is unquenchable so researchers will keep reasing 

computational load until it takes too long. Some engineers at  

use 10 PFlop TPU pods to train exotic models on MNIST. Clearly, a 

creative  will nd a way to exhaust any amount of computation 

available to them. 

However, there are also fundamental factors that are kee  training 

times high. Consider the following code to train a neura : 

Even though the number of available transistors has been growing 

exponentially, if you have to do 3 million i tions in a sequence, at 

some point extra transistors stop hel  and you are limited by the 

single thread performance. 

Single thread performance has not been ng great. Consider this 

chart: 

 
for i in range( ): 
params-=gradient(params) 
if objective(params)<0.01: 
break 
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Serial performance hit a peak around 2007 and has been agging 

s e. In practice I found that training some Atari RL models was faster 

on my 3 year old laptop than on the latest In  Xeon chip. 

To get around poor single thread performance we need to  gure out 

ways to reduce the number of i tions in the training loop. 

The number of i tions has been kept high because of the following 3 

OTODSCINOs (Obstacles TO Decreasing Serial Complexity In 

Nonlinear Optimization) 

OTODSCINO 1: amount of non-linearity 
Consider the following landscape of a non-linear optimization problem: 

Because gradient descent works on local information, there’s a certain 

number of steps it needs to take until it can even “see” the minimum. 

Non-linearity can be characterized by in ctions between 

components of the objective function, and as you add more layers to a 
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